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Abstract

Fatmah Alantali, “Efficient CNN Inference using Spatial Local Input Data Similarity”,
M.Sc. Thesis, M.Sc. in Electrical and Computer Engineering, Department of Electrical
Engineering and Computer Science, Khalifa University of Science and Technology, United
Arab Emirates, December 2021.

With the continuous rise in the demand for autonomous systems many edge devices need to
implement Acrtificial Intelligence (Al) techniques for a wide range of applications. However,
these edge devices face many challenges when executing Al algorithms, especially when they
need to meet real-time requirement with limited energy and computing resource. The
Convolutional Neural Networks (CNNs) are a prevalent machine learning method that
revolutionized computer vision and achieved the state-of-the-art performance for application
such as image processing, object recognition, and video classification. However, the intensive
processing of CNN hinders its adaptation in 10T nodes. This research focuses on exploiting the
error tolerable nature of Deep Learning Systems and the similarity of spatially associated
inputs. In this work, computational reuse and value prediction via skipping partial processing
of the multiply-and-accumulate (MAC) operations for adjacent data and equating its value to
previously computed ones is used to improve the throughput and the energy efficiency. The
proposed techniques target minimal similarity matching and clustering of the input data. Two
methods were proposed and tested; the first method is exploiting Spatial Locality in Input Data
(SLID) where no overhead is incurred. This method saves up to 34.9%, 49.84%, and 31.5% of
MAC operations while reducing the accuracy by 8%, 3.7%, and 5.0% for LeNet, CIFAR-10,
and AlexNet models respectively. The second method involved a preprocessing step and minor
comparisons to mitigate the accuracy loss in later layers. The method provides savings of
26.2%, 31.9%, and 33.15% of MAC operations and reduces accuracy by 1.9%, 1.6%, and 6.6%
for the three aforementioned models, respectively. A simulation of the accuracy using RRAM
technology has been explored for the realization of the proposed approach. In addition, mobile

platform with Raspberry Pi is used to confirm the saving on actual hardware.

Indexing Terms: CNN, accelerator, convolutional, computation reuse, input similarity,

preprocessing, approximate computing, in memory computing, RRAM
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CHAPTER 1. Introduction

1.1  Research Motivation

Internet of things (1oT) is the network of physical objects that are embedded with sensors,
software, transceivers, and other technologies for the purpose of connecting and exchanging
data with other devices and systems over the internet. Recognizing and feeding back to user
behavior and surrounding environment are the core functionalities of state-of-the-art IoTs and
mobile sensing applications. Artificial intelligence (Al) is becoming an essential component of
a broad range of recognition and classification tasks due to its potential for high accuracy.
Therefore, it is becoming one of the key enablers for 10T systems and big data processing
methods. More specifically Deep Neural Network (DNN), which is a machine learning (ML)
method delivers the most effective solutions, hence, it is frequently used in the areas of
classification, vision, and speech. DNNs are built on the concept of deep learning, which is
inspired by the biological neurons system. Advanced DNNs consist of multiple consecutive
hidden layers where the data transforms hierarchically to deeper layers to enhance the feature
extraction for output prediction. DNN is a type of ML method, as it learns inductively by
observing examples, but what makes it superior to other methods is its ability to efficiently
extract the features from raw data. Typical applications of DNN in computational-resource-
limited device varies from smart sensing context [1], self-driving [2], Al applications of
smartphones [3], health/homecare robots [4], and intelligent wearable devices [5] as shown in
Figure 1. 1 [6].

Pervasive computing continuing progress is empowered by deep learning, as it became an
indispensable impetus for various applications. Figure 1. 2 summarize the three stages of

development for pervasive computing [6].
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Figure 1. 1 Typical smart-sensing-related application scenarios of resource-limited deep learning [6].
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Figure 1. 2: Retrospect of pervasive computing: deep learning is currently one of the dominant impetuses for
pervasive computing [6].



The hardware and software solutions of the early stage are still incorporated into the two
latter stages such as the Internet-interconnected desktops. Starting from the 1990s, facilitating
the daily life of humans through Internet-interconnected desktops and mainframes was an area
of focus for researchers. The network’s backbone of TCP/IP was developed at the first stage
along with the protocols which account for the software layer of pervasive applications

focusing on network organization and data delivery.

In the second stage, the mobile Internet provided network access to users at any time and any
place. With 0T interconnects almost all digital sensors were made to collect raw data from
diversified sources, which results in large data volume. Data transmission between IoT and
cloud platforms was supported by WIFI and 3G/4G allowing the devices to communicate
efficiently within a wide range. On the other hand, it created a high demand for the computing
power of the data processing platform. Hadoop, a distributed parallel middleware, accumulated
the computing power of huge amounts of commaodity servers. Additionally, cloud computing
provided supercomputing power to customers through Web Service. However, the applications
of this stage mainly adopt traditional ML solutions, which cannot keep up with the demand of

advanced performance and the continuous increase of input data volume.

Nowadays, the availability of databases in large amounts efficiently scaled the learning and
inference accuracy of DNN. However, time and memory overheads hinder the deployment of
DL on resource-limited platforms. 5G is expected to meet even higher bandwidth requirements
to keep up with the data transfer requirements. Additionally, closing the gap between deep
learning and hardware platforms became an important focus for research. The solution varies
between software and hardware focused where the software layer solutions mainly focus on
simplifying the trained DNN to approximate a full-status DNN without impacting the
performance. On the other hand, the hardware layer solutions involve embedded GPUs, Al

chips, or even analog computing based on new nonvolatile memory.

1.2  Problem Statement

There are two main stages for a DNN model: training and inferencing. Training is the part
where an infant model’s weights are being adjusted to fit the training examples using the pack
propagation method. Where the difference of the expected label from the computed one is used

to adjust the weights with the aim to minimize the error. On the other hand, inference is the use



of a developed model after its deployment on the edge device. While training is mostly done
on the cloud, so its intensity is not a concern for the resource constrained loT nodes, the
inference process remains a challenging task. Using the cloud to compute it is often insufficient
because of latency-sensitive applications, possible connection issues, and security concerns.

Therefore, solutions to reduce the load of DNN in edge devices are required to enable the

autonomy of these systems.

Convolutional Neural Network (CNN) serves as the main Al method in mobile vision tasks.
However, the inference of CNN is especially a heavy computation process for both processing
and memory access. That is because the Multiply and Accumulate (MAC) in convolutional
layers are computationally intensive operations and they can account for nearly 90% of the
total processing task of CNN [7]. A typical CNN model, such as AlexNet, occupying more
than 200 M of memory, has 60 million parameters and needs 720 million Floating Point
Operations Per Second (FLOPs). Moreover, VGG-16, occupying more than 500 MB of
memory, has 138 million parameters and needs 15300 million FLOPs. Even though these smart
mobile vision applications are valuable, they need a lot of storage, calculations, power
consumption, and network bandwidth [8]. Whilst GPU and TPU provide high accuracy and are
considered efficient platforms for DNN in terms of power efficacy with the use of parallel
processing, mobile devices and embedded systems are constrained by the portability
requirements (energy, size, and cost). Thus, although these methods are seeing increasing
demand and applications in diverse sectors because of their accurate results, the processing task
is facing challenges to meet real-time application requirements. The contradiction of these
requirements with the limited resources of mobile devices became the main bottleneck for their

deployment.

1.3 Main Contributions

The research work conducted in this thesis targets the design of data estimation and reuse
algorithms that maximize the saving opportunities of MAC operations in CNN inference while
maintaining their accuracy to support its use on edge devices. The approach targets minimal
overhead of memory, energy, and running time to match input similarity by preconfiguring the
repetitive inputs and computations in the convolutional layers. Moreover, the compatibility of

the methods with emerging hardware technologies, such as In Memory Computing (IMC) using



Memristors, is explored.

1.4 Research Publications

Published Journal Papers:

e F. Alantali, Y. Halawani, B. Mohammad and M. Al-Qutayri,” SLID: Exploiting Spatial
Locality in Input Data as a Computational Reuse Method for Efficient CNN,” IEEE
Access, 2021, pp. 57179-57187. DOI: 10.1109/ACCESS.2021.3071409

e F. Alantali, Y. Halawani, B. Mohammad and M. Al-Qutayri, “F-CNN: Faster CNN
exploiting SLID with Statistical Analysis,” ISCAS, 2021, submitted

1.5 Thesis Outline

This thesis is organized as follows: In Chapter 2, an overview of computational reuse
hardware and software methods used for efficient DNNs deployment is presented. In
addition, the emerging Resistive Random Access Memory (RRAM) technology and its use

for DNNs are explained.

Chapter 3 presents the proposed Spatial Locality in Input Data (SLID) computation reuse
algorithm. The algorithm eliminates the need to cluster and quantize the data to avoid
additional computation overhead. Instead, a direct method of inputs and computations reuse
reduces almost half of the MAC operations in the convolution layers. Furthermore, the

networks are retrained on the proposed method to compensate for the accuracy loss.

Chapter 4 examines the efficient approach to mitigate the accuracy drop by selecting
avoidable computations while maintaining good savings on MAC operation and processing

time.

A summary and conclusions about the conducted research are given in Chapter 5 with

possible recommendations for future work.



CHAPTER 2. Computational Reuse Methods for Deep Neural

Networks

2.1 Overview of Deep Neural Network

DNNs are regarded as one of the major technological breakthroughs in the 21st century for
enabling machines to process and classify information at an unprecedented accuracy for many
challenging tasks for a wide range of applications [1-5]. Speech recognition, image recognition,
and even playing very complex games were elevated to a new stage thanks to DNN. High
performance hardware combined with the availability of training data were the two key
enablers for the superior accuracy and wide applicability of DNN. The Al revolution that is
driven by DNN continues to impact numerous research fields and industry sectors with a

rapidly growing number of potential use cases.

DNNs are the realization of the concept of deep learning, which is a part of the broader field
of Al. They are inspired by how biological nervous systems in humans and animals
communicate and process information. In a DNN, the raw sensory input data is hierarchically
transformed, either in time or space, into high-level abstract representations in order to extract
useful information. This transformation, called inference, involves multiple stages of non-
linear processing, each of which is often referred to as a layer. A DNN often has from dozens
to even thousands of layers. Each DNN layer performs a weighted sum of the input values,
called input activations, followed by a non-linear function (e.g., sigmoid, hyperbolic tangent,
or the rectified linear unit). The weights of each layer are determined through a process called
training. Figure 2. 1 shows the most elementary block of DNN, a single neuron, where the
inputs are weighted individually, then summed together with a bias. Finally, the summation is
fed to a non-linear function. This process mimics how a neuron processes information

simplistically.
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Figure 2. 1: The weighted sum in a neuron. xi, wi, f (-), and b are the activations, weights, non-linear function

and bias, respectively [7].

Contemporary computing solutions are evolving toward Al and massive data analysis
algorithms. DNN is a machine learning method that delivers the most effective solution, and it
is frequently used in the areas of classification, vision, and speech. CNNs are a class of DNN
that achieved the state-of-the-art in the areas of image processing, object recognition, and video

classification.

2.1.1 Neural Networks Structure

Despite the many options, there are two primary types of layers that are indispensable in most
DNNs: the convolutional layer and the fully connected layer. DNNs that are composed solely
of FC layers are also referred to as multi-layer perceptron, while DNNs that contain
convolutional layers are called convolutional neural networks (CNNs). CNN serves as the main
method in mobile vision tasks. It is executed for each input as a cascade of layers, mainly
including convolution layers, pooling layers, and FC, and it produces intermediate results
called feature maps and outputs inference results. CNN executions are known for their high

time and space complexity. A typical pipeline of CNN structure consists of four main modules:



convolutional layers, pooling layers, fully connected layers, and output layer as shown in

Figure 2.2.

Input Conv Fool

Figure 2. 2: Basic CNN pipeline structure.

CNN usually processes inputs in the form of data in multiple matrices, for example, a color
image composed of three 2D arrays (RGB). The convolution operation between the inputs and
the filter weights as the filter slides across the input to produce the output feature maps is
illustrated in Figure 2.3. Each convolutional layer uses its corresponding filters to extract
information from the input; earlier layers detect low-level features like edges, and later layers
detect objects and shapes. The output feature map results from the filter weights multiplication
with the input feature map summed to represent one element in the output matrix in what is

called the MAC process. The equation of the convolution process is described in (1).

0@, ) =UxW)(E,j) = EnZnl(mn) « W(i—m,j—n) 1)

Where O is the output feature map, I is the input, and w is the filter.
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Figure 2. 3: MAC operation being realized for one output point in the convolutional layer.

2.2 Challenges

The inference of CNN is a heavy computation process for both processing and memory
access, and it is mainly held back by the convolutional layer [7]. This makes its processing
challenging for devices with restricted resources such as 10T and edge devices. Researchers
continue to explore the design space for the efficient implementation of CNN to match the

target application needs, especially in the inference stage.

Although there are many efforts to reduce the computing needs for CNN inference, the
deployment of CNN for edge devices is still challenging [8-17]. Hence, a collaboration of
software and hardware is desired to achieve efficient implementation of CNN on the edge.
Exploring new architectures based on dataflow architectures [9] and novel-bio inspired
computing paradigms-based architectures such as in IMC [10] is an effective approach for
CNN deployment. Additionally, new memory and computation devices such as random-access
memory resistive (RRAM) technology where high parallelism and low power can be achieved
at the expense of more design complexity and loss of accuracy [11]. An approximate or good
enough result is often sufficient for some Machine Learning applications and strict correctness
of results is not necessary [12]. For example, usually pixel level computations are used in image
processing algorithms, but slight quality imperfection may be unperceivable to human visual
systems. Therefore, many approximate computing schemes are proposed to exploit the

tradeoffs between computation efforts and result accuracy. [12]



Computational reuse and value prediction are techniques that cash the inputs and results of
previous computation execution to predict the current instant [13]. In conjunction with
approximate computing [12], computation reuse proved effective at reducing the processing of
CNNs by mapping the inputs' similarities and identifying avoidable computations. Because
convolutional layers are distinguished by the consecutive processing of closely connected
inputs, it can be assumed that most of the neighboring inputs exhibit similar information.
Therefore, this property can be exploited to design computational reuse and estimation methods

in trade off with minimal effects on accuracy.

2.3 Existing Solutions for Reducing CNN Complexity

Reducing the computation intensity of CNN has been explored at different levels starting
with adjusting the core of convolution operation by using 1x1 kernels [14], spatially separable
convolutions [15], depth-wise separable [16], and shuffled grouped convolutions [17].
Moreover, pruning [18], quantization [19], numbering representation [20], and fast algorithms
[21] were explored to reduce the number of operations. Usually, deeper convolutional layers
provide a better performance, hence aggressively reducing the dimensions leads to information
loss and affects the system's performance. Compression techniques such as pruning, and
quantization might require re-training for fine-tuning the weights to increase accuracy after
pruning. Also, pruning is time-consuming given its iterative procedure. Whilst Fast Fourier
Transform (FFT) can accelerate the convolution operation for large filters, it is often found
insufficient for smaller filers [15]. Since most CNNs use small filters (e.g. 3x3), FFT is not a
comprehensive solution for the problem. Furthermore, other proposed methods of fast
convolution algorithms such as Winograd’s minimal filtering algorithms have the additional
computational overhead of increased additions [22]. On the other hand, dataflow architectures
[9] and novel-bio inspired computing paradigms-based architectures such as IMC [10] are
effective approaches for CNN deployment. RRAM technology is often used in the IMC
architectures where high parallelism and low power can be achieved at the expense of more
design complexity and loss of accuracy [11]. This project exploits the similarity of neighboring
inputs in convolutional layers to predict outputs. Both the traditional computing paradigm

using CPU/GPU architecture and the emerging technology of RRAM are explored.
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2.3.1 Computational Reuse Algorithms

Exclusive software exportation of deep reuse with no special hardware support is used in
[23] and [24] by employing the reuse of neuron vectors in convolution inferencing and training,
respectively. The approach involves several clustering methods operated on the neuron vectors
to scout similarities of inputs. Figure 2. 4 shows an example of the grouping method used for

the neuron vectors.

Wiilwi12) X11W11+X12W21 X11W12+X12Waz

wailwas Xa1 W1 KEBWE | X41W1o KEEWER

group 1:Xyy, Xg5, Xg1  group 3: Xqp, Xpp

group 2: X, group 4: Xso, X43

Figure 2. 4: An example of the basic form of computation reuse across neuron vectors in convolution X xW
[23].

Similarly, [25] presents a software-based memorization solution that firstly requires
associating inputs and their corresponding values in a hash table, and secondly figuring the
proximity range depending on the available memory.

Ge. et al. [26] designed a reordering scheme to enhance computation reuse similarity for
cloud-based deep learning. The primary approach uses statistical theory to predict the
similarities among input data and determines the execution sequence. These methods propose
an effective input reordering scheme for computation reuse to reduce energy consumption.

Custom hardware accelerators are often associated with proposed computational reuse
schemes. DNN is known to be error-tolerant; therefore, it is resilient to approximating inputs
and weights by reading the binary representation [27], [28]. Such property is leveraged by
computational reuse, supporting architectures, and algorithms to further increase the reuse
potential.

It was shown in [27] that 60% of the consecutive inputs in contemporary DNN designed for
speech and video processing exhibit minor changes. The authors developed a supporting
hardware accelerator to compute each DNN layer's outputs by reusing the buffered results for

the previous execution. The inputs are first quantized to increase the similarity margin, and

11



then the outcomes are computed using only the information that has changed with respect to
the previous execution. The reduction of MAC operations from this approach comes at an
additional cost associated with the quantization, comparison, and temporary storage to hold the
computed value.

Mutual support of software and hardware is also reported in [28], where the reuse
opportunity is improved by identifying layer-based frequent inputs and storing them in
Blooming Filter (BF). BF is a data structure designed to hold recurring computation patterns
and return the results without actual execution of the energy-intensive floating-point units. It
supports approximate set membership queries with an adjustable rate of input approximation
matching. BFs are implemented with RRAM elements to provide energy-efficient storage for
saving the frequently used patterns.

Furthermore, [9] exploits weight repetition to reduce off-chip memory reads and to compress
the network model size by reusing CNN sub-computations (dot product results). The paper
demonstrates a Unique Weight CNN Accelerator, which eliminates repeated multiplication and
memory reads by factorizing the dot products as sum-of-products-of-sum expressions and
reusing the partial product as the filters slide. The proposed method's execution comes with the
expense of two additional steps: applying statistical theory on inputs and designing the
execution sequence on the execution time.

Face recognition is a CNN application commonly used in mobile devices that can take
advantage of computation reuse due to the high similarity profile of face images. The authors
in [29] used similar feature skipping and tile-based hierarchical clustering resulting in a 30%
reduction of face recognition CNN computation with only 1% accuracy loss. Figure 2. 5 shows
an example of the evident similarity of consecutive inputs in an input image. In this example,
the image shown is the input for the first convolutional layer, but, since the following layers

are processing the same input, it can be assumed that they still have similarity in their inputs,
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although it might decrease due to larger strides and pooling layers.

Same ‘?f'ﬂe
Jed =:i0O:
IFO  Weight !0OFO0;
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IF1  Weight iOF1i

Figure 2. 5 An example of an input image showing the similarity between consegative inputs [29].

The proposed ultra-low-power face recognition processors use 1-bit binary weights, which
decreases the memory weight footprint and simplifies the MAC processing resulting in very

high energy efficiency.

2.3.2 RRAM VMM

In addition to the traditional way of accelerating operations and reducing power via
parallelism architecture and low power techniques in circuit level, such as the use of GPU
instead of CPU. The new trend of using dedicated hardware for implementing DNN inference
such as Tensor Processing Unit (TPU) [30] and IMC [31] is being pursued with traditional
memory (SRAM, DRAM, Flash) and with emerging custom accelerators to surpass the von
Neumann bottleneck of latency and energy overhead [7], [32]. In addition, heterogeneous
computing is frequently used to handle the MAC operations of convolutional and fully
connected layers to avoid draining the processing unit. IMC accelerators using RRAM perform
Vector Matrix Multiplication (VMM) within the memory cells. Figure 2. 6 shows an NxM
RRAM crossbar structure where each cell represents the CNN weight's numerical value, and

each column is a vectorized representation of the kernel.
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Figure 2. 6: Convolutional layer VMM performed on a RRAM: a) The kernel sliding across the input b)
Flattened vector representation of each input matrix c) RRAM crossbar with each column representing a kernel
and each row representing an input. For each cycle digital data translates to voltage per row and current is

sum on column to implement the MAC operation in memory.

With each time interval, a vectorized model of the input is introduced to perform a MAC
operation. The operation starts by applying the input voltages at the word line (WL),
propagating across all devices connected to that line. According to Ohm's law, a multiply
operation is realized between the input voltage and the devices' stored conductance value.
Output currents are summed at the bit line (BL) to implement the accumulate operations. For
MAC, the WLs’ voltage values are the inputs, and the BLs’ current is the outputs. RRAM
crossbar support computations in analog, digital, and mixed signals domains with the
integration of Analog-to-Digital-Convertors (ADC) and Digital-to-Analog-Convertors (DAC),
resulting in a very high throughput [31], [33]. The DAC is responsible for shifting the inputs
into the analog domain for the MAC realization part, then the ADC converts the outputs into
the digital domain once again, and the bias term can be added afterward. RRAM crossbar based
on memory VMM engine design has shown promising high energy efficiency at executing
CNN models thanks to the zero-leakage storage, high-density, and nonvolatility of RRAM
devices [31], [33], [34]. However, computational reuse is usually not utilized in such structures.
In this thesis, the effect on accuracy for the proposed computational reuse method on a modeled
RRAM architecture is simulated on MATLAB.
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CHAPTER 3. Data Reuse Algorithm

In this chapter, the proposed SLID computation reuse algorithm eliminates the need to cluster
and quantize the data to avoid additional computation overhead. Instead, a direct method of
inputs and computations reuse reduces almost half of the MAC operations in the convolution
layers. Moreover, it can enhance CNN inferencing on all platforms GPU, TPU, and custom
accelerators such as RRAM crossbar. It is worth highlighting that SLID is the only approach,
to the best of the authors’ knowledge, with no computing overhead. The next section will

introduce the proposed scheme.

3.1 SLID Proposed Computational Reuse

The proposed approach assumes 2D inputs such as images, but the same method can be used
for 1D data applications such as voice, Genome, ... etc. CNN processes images in the form of
data in multiple matrices [7], for example, for a color image composed of three 2D arrays
(RGB). Each convolutional layer uses its corresponding filters to extract information from the
input image, where earlier layers detect low-level features like edges, and later layers detect
objects and shapes. A standard convolutional process is illustrated in Figure 3. 1, assuming a
5x5 image and 3x3 filter size with a stride of 1 as an example. The filter slides across the input
to produce the output feature maps. The output feature map resulted from the filter weights
multiplied by the input feature map and summed to represent one element in the output matrix.
The proposed method explores the similarity between neighboring input pixels that map to the
same filter data. It is aimed to reduce the number of computations while maintaining
classification accuracy. In the proposed scheme, the image processing is divided into
overlapping blocks depending on the filter size and stride. Image block size and stride play an
important role in efficient computations and classification, hence, they were investigated later

in the chapter.
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Figure 3. 1: The standard convolutional layer computations across one channel. The example shows a 5x5
input matrix and 3x3 filter with strides of 1. There are 9-steps needed to finish the convolution in this example.
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Figure 3. 2: The proposed convolutional layer computation with reuse across one channel. Only 6-steps are
required compared to the 9-steps in the standard convolution presented in Fig. 3. 1 This results in ~33%
savings on MAC operations.

The processing of convolutional layers can be modified to save on half of the operations by
skipping one kernel stride computation and instead pass the same preceding result in the output

feature map, as shown in Figure 3. 2 By skipping one stride computation, the need to fetch

Number of Colomuns )

inputs and compute them is reduced to half if the input has an even column ( 2

Number of Colomuns

and it will reduce to ( 2 [+1) if the input has an odd number of columns. Because
convolutional layers are distinguished by the consecutive processing of closely connected

inputs (spatial locality), it can be assumed that most of the neighboring inputs exhibit similar
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information, and the filter data is the same. Therefore, the reuse of computation will have a
manageable effect on accuracy, especially when its use is limited to selected layers. This

approach is implemented as it incurs no overhead and saves on speed and power.
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Figure 3. 3: The proposed convolutional layer VMM with SLID performed on a RRAM crossbar: a) The kernel
sliding across the input with a skipped stride, b) Vector representation of each input matrix, and ¢) RRAM

crossbar with each column representing a kernel and each row representing an input.

In addition to the traditional computing unit where operands are fetched from the memory
and computed in the processing unit, the proposed approach can also be utilized for emerging
technology with crossbar architecture. As shown in Figure 3.3, which implements the proposed
method, every other input in the vector is skipped and substituted by the results from the
previous calculation. This will decrease time intervals and the energy consumption of the
accelerator. In the next section, the results of several CNN models are investigated using the
proposed scheme. Also, simulation results for different filter sizes, strides, and padding are

demonstrated.

3.2 Simulation Results of SLID

To evaluate the proposed SLID method, three different CNN models from Caffe deep
learning framework with different hyperparameters were used [35]. Furthermore, the
computational reuse was tested on selected layers alone and on multiple layers collectively to
examine the savings of MAC operations with the accuracy loss. After running the pre-trained
models using MATLAB wrapper, the output of each convolutional layer, which acts as an input
for the next one, was modified according to the proposed scheme and then injected again in the

network forward pass (inference). And regarding the investigations on filter size, stride, and
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padding, this required re-training the whole structure under the new parameters before applying
the same steps mentioned above.

LeNet network structure is shown in Figure 3. 4 and detailed in the appendix.

Figure 3. 4: LeNet network illustration.

The LeNet network is designed for handwritten digit recognition, and it achieves 99%
accuracy on the 28x28 MNIST image testing dataset. Table 3.1 lists the variation of different
layer selections for data reuse. LeNet has negligible accuracy loss for estimating the first layer
while saving 6.28% MAC operations and even more savings (~35%) when approximating the
second layer for 8% loss accuracy. However, it does have significant accuracy losses when

applied to the two layers together.

Table 3. 1: LeNet simulation results for MNIST data set with and without data reuse for different convolutional

layers.
Layers with Network Number of % of Saved
Computational Reuse Accuracy Saved MAC MAC
(M)

Original Model 99.0% None None

convl 97.1% 9.2 6.3%

conv?2 91.0% 51.2 34.9%

convl & conv2 77.0% 60.4 41.2%
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Three convolutional and one fully connected layer network is structure is shown in Figure

3. 5 and detailed the appendix.

Figure 3. 5: CIFAR-10 full network illustration.

The network classifies the 32x32 CIFAR 10 images into 10 classes. It is more tolerant to data
reuse than LeNet especially on later layers as shown in Table 3.2. When the computational data
reuse is used for conv2, a decrease of 0.8% is reported whereas the MAC operations are saved
by 26.6%.

Table 3. 2: Three convolutional and one fully connected layers network simulation results for CIFAR-10 data

set with and without data reuse for different convolutional layers

Layers with Network Number of % of Saved

Computational Reuse Accuracy Saved MAC (M) MAC
Original Model 78.9% None None
convl 77.8% 1.2 10.0%

conv?2 78.1% 3.3 26.6%

conv3 77.0% 1.6 13.3%

convl & conv2 77.2% 45 36.5%
convl & conv3 76.3% 29 23.3%
conv2 & conv3 75.8% 4.9 39.9%
convl to conv3 75.2% 6.1 49.8%

AlexNet network is shown in Figure 3. 6 and its structure details are in the appendix.
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Figure 3. 6: AlexNet Network illustration.

AlexNet is used for the classification of 1000 classes of the ILSVRC 2012 dataset. When
applying the computational data reuse on the specific distinct layers of AlexNet, the accuracy
was maximally reduced by 2.0%. While it only decreased by 5.0% when the data reuse is
applied on the first three layers alone with savings of 31.5% of MAC operations. However, the
accuracy reduced significantly as the data reuse was used on more than three layers, as

demonstrated in Table 3. 3.

Table 3. 3: AlexNet simulation results for ILSVRC 2012 data set with and without data reuse for different
convolutional layers.

Layers with Network Number of Percentage of
Computational Reuse Accuracy Saved MAC Saved MAC
(M)

Original Model 59.2% None None
convl 57.2% 51.8 7.1%
conv2 58.3% 107.8 14.9%
conv3 57.0% 69.0 9.5%
conv4 57.4% 51.8 7.1%
convs 58.6% 345 4.8%

convl & conv?2 56.4% 159.6 22.0%

convl to conv3 54.2% 228.6 31.5%

conv1 to conv4 51.2% 280.3 38.7%

convl to conv5 50.8% 314.9 43.4%
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On the other hand, the ILSVRC dataset is usually trained on larger CNN structures to support
its numerous classes. Hence, the VGG structure is also tested using the SLID method to
examine its effect on larger structures. The VGG network structure is explained in the
appendix and shown in Figure 3. 7. It consists of 16 layers, 13 of which are convolutional layer.
There are five main convolutional layers, the first two consist of two consecutive convolutional

operations, and the last three are made of three.

Figure 3. 7: VGG network illustration.

The VGG network shows a 21.5% and 41.2% decline of accuracy when SLID is applied for
the first 3 convolutional layers and all the convolutional layers respectively as listed in Table

3. 4.

Table 3. 4: VGG simulation results for ILSVRC 2012 data set with and without data reuse for different
convolutional layers.

Layers with Network Number of Percentage of
Computational Reuse Accuracy Saved MAC Saved MAC
(G)
Original Model 68.0% None None
convl to conv3 46.5% 4.7 30.2%
convl to convb 26.8% 1.7 49.6%

Because the network is heavily reliant on the convolutional operation, it shows a steep
decline of accuracy when SLID is applied. However, the network benefits from retraining as it
will be shown later as its accuracy increases back.

The collected results demonstrate that deeper CNNs are generally more robust to the applied
estimation technique. This is because deeper CNNs perform more convolutions giving more
precisions to the extracted features; hence it is affected less by the estimations. The early CNN
layers show less drop in accuracy due to estimation because they operate on the images' raw

input data, which naturally exhibit a strong correlation between adjacent pixels. However, later

21



layers have smaller feature maps because each value represents more abstract features, so the
drop in accuracy is more appreciable when estimation is applied. Furthermore, layers that need
more computations (larger kernel size, fewer stride steps, higher channel dimensionality ...
etc.) show more robustness to computational reuse.

To further study the choice of hyperparameters effect on accuracy with data reuse, several
modified architectures of CIFAR-10 were trained with different hyperparameters. Table 3. 5
lists the recorded accuracy with data-reuse applied on the three convolutional layers with
different filter sizes. The filter size was changed from 5x5 to 7x7 and 3x3, whereas this change
does not have an effect on the number of parameters and the size of the network, larger filters
include more features, so it doesn't allow the network to generalize better, whereas smaller ones
underfit and generate less precise results. When using 7x7 filter the accuracy of the network
declines compared to the original model. Even though less decrement is shown when applying
data reuse compared to the original model with 5x5 filter, the accuracy of the original model
with data reuse still surpasses it. Furthermore, the use of a larger filter comes with the expense
of more MAC operations, so it provides no substantial advantage over the original model. On
the other hand, when reducing the filter size to 3x3 the accuracy is affected more by the data
reuse, even though the original accuracy is affected by approximately the same amount as the
X7 filter.

Table 3. 5: CIFAR-10 filter size changing effect on accuracy.

Altered Hyper- Layers with Network Number of % of
parameter Computational Accuracy saved saved
Reuse MAC (M) MAC

Original none 78.9% None None
Model convl to conv3 75.2% 6.1 49.8%

77 filter none 76.2% None None
convl to conv3 74.1% 6.1 49.8%

3x3 filter none 75.3% None None
convl to conv3 71.0% 6.1 49.8%
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Table 3. 6: CIFAR-10 stride and padding type changing effect on accuracy.

Altered Hyper- Layers with Network Number of % of saved
parameter Computational Reuse | Accuracy | saved MAC (M) MAC
Original none 78.9% None None
Model convl to conv3 75.2% 6.1 49.8%
2 strides none 69.0% None None
(convl & convl to conv3 47.9% 0.6 49.5%
conv2)
valid padding none 75.8% None None
(convl & conv1 to conv3 73.9% 22 42.1%
conv2)

Table 3. 6 lists the results of changing the stride value and the padding of the first two
convolutional layers of CIFAR-10. Please note that stride and padding have not been
considered for the third convolutional layer to distort the dimensional structure of the original
network. The stride and the padding, on the other hand, do affect the number of parameters of
the network; a larger stride reduces the output feature map, and proper padding reduces it by
excluding the borders of the input matrices. When changing the stride value to 2 for the first
two convolutional layers, the accuracy reduces as a consequence of reducing the feature maps
dimensions, and a higher reduction when using the data reuse is noted (21.1%). Meanwhile,
with valid padding applied on the first two convolutional layers, the feature maps dimensions
reduce due to excluding the edges. The accuracy of the model reduces to (75.8%). With data
reuse applied to the convolutional layers, the accuracy decreases by (1.9%) only.

Overall, using the optimized hyperparameters by the developers of the model provides the
best result for the data reuse algorithm. Therefore, retraining the model for optimal results is
not needed.

The CNN is trained using Caffe deep learning framework, then MATLAB was used to run
the inference stage. Subsequently, these weights are mapped into RRAM conductance values
that fall within a specific conductance range [Roff Ron] following the method in [10]. After
that, a certain number of physically available quantization levels (QL) are assumed for the
conductance range. Finally, the input data set is mapped into voltage levels and applied to the
NN to evaluate the testing classification accuracy. The whole process can be repeated for
various conductance ranges and QLs. Outputs are multiplied by a scaling factor as a way to

reduce the effect of mapping and quantization. Table 3. 7 shows that the results obtained from
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SLID method are applicable on RRAM hardware accelerators.

More saving can be achieved by substituting one output for a wider neighborhood. For
example, the value could be substituted on the two dimensions, so instead of equating it to the
next value, it will be equated to the value under it, the next value, and the next value under.
Table 3. 8 shows the results of CIFAR-10 data and structure simulated for one and two
dimensions. As can be seen, this achieves up to 75% saving on MAC operations compared to
the 50% saving in Table 3. 2. The improvements in MAC operation savings for the 2D process

are achieved at the expense of a further reduction in accuracies.

Table 3. 7: Three Convs and two fully connected layers network results for CIFAR-10 data set with and without
data reuse for different convolutional layers on RRAM crossbar simulation.

Layers with Network Network Accuracy | Network Accuracy
Computational Reuse Accuracy RRAM (64-levels) | RRAM (128-levels)
Original Model 75.6% 67.8% 75.0%
convl 74.7% 68.5% 74.4%
conv?2 74.9% 67.2% 73.6%
conv3 73.6% 63.4% 68.7%
convl & conv2 74.7% 66.7% 73.0%
convl & conv3 73.2% 63.0% 68.3%
conv2 & conv3 71.5% 67.3% 65.9%
convl to conv3 70.8% 60.3% 65.6%

Table 3. 8:Three Convs and one fully connected layers network simulation results for CIFAR-10 data set with
and without data reuse for different convolutional layers on two dimensions.

Layers with Network Number of Saved % of Saved

Computational Reuse Accuracy MAC (M) MAC
Original Model 78.9% None None
convl 74.6% 1.8 14.6%

conv2 77.2% 4.9 39.7%

conv3 75.0% 25 19.9%

convl & conv?2 72.7% 6.7 54.3%
convl & conv3 70.4% 4.3 34.5%
conv2 & conv3 72.2% 7.4 59.6%
convl to conv3 70.4% 9.2 74.2%
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3.3 Retraining Results

Retraining the network is an effective way to regain the losses caused by applying the
accelerating algorithms. As it helps the network’s weights to acclimate to the divergence from
the routine it was trained with. Using Keras libraries and Python platform, the networks MNIST,
CIFAR-10, and VGG-16 were retrained on the SLID method. The retraining part only includes

the fully connected layers part of the networks.

The results for retraining the fully connected layer of MNIST, CIFAR-10, and VGG-16

networks are listed in Table 3. 9.

Table 3. 9: Results of retraining the networks MNIST, CIFAR-10, and VGG-16.

Network Original Network Network Percentage of
Network Accuracy with | Accuracy with Saved MAC
Accuracy (%) SLID (%) SLID after using SLID (%)
retraining (%)
LeNet 98.8 85.8 98.6 (first 38.1
epoch)
CIFAR-10 69.5 51.1 63.3 (first 49.8
epoch)
64.1 (second
epoch)
64.3 (third
epoch)
VGG (10) 78.0 42.2 71.2 (first 49.6
epoch)
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CHAPTER 4. Data Reuse Mitigation using Algorithm after Pre-
processing

In [36], the SLID method was proposed to improve the inference efficiency of CNNs with
the use of data reuse. Where every other output was skipped without any preprocessing.
Because convolutional layers are distinguished by the consecutive processing of closely
connected inputs, it can be assumed that most of the neighboring inputs exhibit similar
information, and the filter data is the same. Therefore, the reuse of computation mostly has a
minor effect on accuracy. The SLID method was found to save up to 34.9%, 49.84%, and
31.5% of MAC operations while reducing the accuracy by 8%, 3.7%, and 5.0% for the LeNet,
CIFAR-10, and AlexNet models respectively. This approach is implemented as it incurs no
overhead and saves on speed and power. However, when used for the later layers that represent
higher features with smaller dimensions of feature maps, it can lead to significant accuracy
drops. Therefore, this paper examines the efficient approach to mitigate the accuracy drop by
selecting avoidable computations while maintaining good savings on MAC operation and

processing time. The next section discusses the propped SLID pre-processing method.

4.1 Proposed SLID Pre-Processing Method
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Figure 4. 1: Conditioning the convolutional layer (a) using the center (b) using the summation over the whole

data window (c) and using the diagonal difference as a pre-processed condition.

For this chapter, the proposed method was tested on the models LeNet, CIFAR-10, and

AlexNet. Nonetheless, the same pre-processing method can be utilized for other CNNs. In these
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CNNs, the MAC operations repeat millions of times, more than 90% of which happens in the
convolutional layers. However, frequently, neighboring input patches don’t differ much from
a previously computed one, therefore, they don’t need to be processed repetitively. Instead, the
previous computation can be passed to a current instant. To avoid the accuracy reduction while
maintaining the approach of SLID, a simple approach was added to examine the similarity
between two consecutive inputs to find the possibility of skipping the second one and passing
the first result to it without compromising the accuracy greatly. Hence, a technique to mitigate

the accuracy loss is introduced in this chapter.

4. 1.1 Accuracy Drop Mitigation Techniques

When aiming to mitigate the reduction in accuracy, pure inference stage examination was
tested using different methods on the CIFAR-10 full network:

1. Equalizing the input which falls in the center of the kernel during convolution was
considered to examine the similarity of consecutive processes as shown in Figure.
4.1 a. While the method succeeded on reducing the run time by 17.7%, it still caused
a considerable accuracy drop of 5.8%. Therefore, it was concluded that equalizing

one point is not a sufficient generalization for the inputs.

2. On the other hand, while equalizing the summation of the whole input points only
caused a 1.4% accuracy drop, it caused an overhead of 52.4% on run time. The
method is illustrated in Figure 4.1 b. Therefore, a preconfigured statistical process

was the preferred way to find similar consecutive inputs.

3. To find the range of the standard difference between image pixels of neighboring
patches, the training set was examined in the inference mode to avoid data leakage
in each layer as its being fed to the trained model as shown in Figure 4.1 c. The mean
of the difference between the input as the kernel slides is computed with and saved
to be later used for assessment to distinguish outliers from recurrent computations.
When calculating the difference, not all inputs must be taken into consideration,
instead only few points were selected. This way the collected data is generalized, and
still maintains relevant information. In the example of Figure 4.1 c, the diagonal is
used to judge the similarity and the mean of the difference for multiple inputs is saved

to be used in the inference stage. The diagonal is used instead of the whole square to
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reduce the intensity of the overhead while still having a fair judgment. In this

example, a comparison point will be calculated for one input as in (2). However, the

use of the center only is also examined, and it was found to generate better results

than when the diagonal is used.

Co =|Iog+1g+ I12| — |11 + 17 + I43]

4. 1. 2 Comparison of Inputs During Inference

)

During inference, before the kernel proceeds to compute the MAC of a single output, it

compares it with the previous one, if it passes the assigned threshold, the output is computed,

otherwise, it is skipped, and the preceding output passes to it. The most successful trial was with

the use of preprocessed data; hence it was used as the threshold in this case. Taking the diagonal

in Figure 4.2 c. as an example, if the difference between the consecutive diagonals passes the

usual one found in the preprocessing the data for the second point must be computed, otherwise

it can be skipped and the previous result passes to it as in (3).

Co>|Ig+1g+ 12| — |11+ 17+ I43] (3)
4.2 Results and Discussion
Table 4. 1: Results of using the proposed method on LeNet network.
Layers with Network Percentage of Memory Computational Time on | Energy
Computational Accuracy Saved MAC Overhead Overhead Raspberry|] (mJ)
Reuse (%) (%0) Pi (ms)
Original Network 99.0 None None None 115 34.5
(baseline)
SLID 77.0 41.2 None None 5.0 15.0
SLID w PP 97.1 26.2 24x12 37 K comparison 7.1 21.3
(center) 8x14x20
SLID w PP 96.7 24.5 24x12 302080 additions 7.4 22.1
(diagonal) 8x14x20 + 37760 M
g subtraction +
37760 M
comparison
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Using MATLAB wrapper and Caffe Deep Learning Framework the proposed method was
examined on the models from the Caffe repository [35]. The models were deployed to Raspberry
Pi 4 b using the MATLAB coder to measure time and energy. The testing on the Raspberry Pi
was done on 10 inputs for the LeNet and CIFAR-10 network, but AlexNet network testing was
done on PC because of the Raspberry Pi memory constraint. The results of using the method
on the LeNet network are recorded in Table 4. 1. Moreover, the table shows the required
overhead of memory and basic mathematical operations for each of the results listed. The SLID
method [36] used on the LeNet network result in 22.0% of accuracy loss while saving around
half of MAC and running time. When using the difference between the centers of the kernel the
accuracy was reduced by 1.9% only, while 26.2% of the MAC operations were avoided. In
addition, when the difference of consecutive kernel diagonal less saving is achieved (24.5%)
and the accuracy decreased by the same percentage. This resulted in reducing the running time

by 38.3% when using the center, and 35.6% when using the diagonal.

On the other hand, the SLID method [36] used on the CIFAR-10 network result in a 3.7%
accuracy loss while saving around half of MAC and 60% of running time as shown in Table
4.2. When using the difference between the centers the accuracy was reduced by 1.6%, while
31.9% of the MAC operations were avoided. This resulted in reducing the running time by
20.9%. On the other hand, the diagonal summation was also used as a reference for the
difference. This approach saved 18.5% of the running time, 29.4% of MAC while reducing the
accuracy by 1.6%, which is the same accuracy loss as when the diagonal difference was used.

Table 4.3 lists the results of the proposed method on the AlexNet network. As shown, it
improves the time more significantly than the previous networks because of the significance of
MAC in the convolutional layers processes in this network. The time improves by 30% when

using the diagonal, and by 34% when using the center.

This method can be used hand in hand with others such as pruning [18], quantization [19],
numbering representation [20] to further reduce the load of CNN in edge devices, especially

when precision can be compromised for faster results.
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Table 4. 2: Results of using the proposed method on CIFAR-10 network.

Layers with Network Percentage Memory Computational | Timeon | Energy
Computational Accuracy of Saved Overhead Overhead Raspberry] (mJ)
Reuse (%) MAC (%) Pi (ms)
Original Network 78.9 None None None 54.7 163.6
(baseline)
SLID 75.2 49.8 None None 334 99.7
SLID w PP 77.3 31.9 32x16x3 1.2M 43.4 129.8
(center) 32x16x32 comparison
8x4x32
SLID w PP 77.3 29.4 32x16x3 9.6 M additions + 44.6 1334
(diagonal) 32x16x32 | 1.2 M subtraction
8x4x32 +12M
comparison
Table 4. 3: Results of using the proposed method on AlexNet network.
Layers with Network Percentage of Memory Computational Time on
Computational Accuracy Saved MAC Overhead Overhead MAC
Reuse (%) (%) OS (s)
Original Network 58.0 None None None 109.3
(baseline)
SLID 48.6 43.4 None None 58.4
SLID w PP 52.2 28.9 55x27x3 56 M additions + 21 76.4
(diagonal) 27x13x96 M subtraction + 21
13x6x256 M comparison
13x6x384
13x6x384
SLID w PP 51.4 32.0 55x27x3 21 M comparison 71.7
(center) 27x13x96
13x6x256
13x6x384
13x6x384
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4.3 Limitations

Further experimentations with different thresholds can be done to achieve the best choice of
threshold that can have minimal effects on accuracy while maximizing the time saved and

decreased energy.

Whilst the proposed method has shown its ability to improve the delay and energy for LeNet
and CIFAR-10, it must be noted that it is heavily reliant on the notion of similarity between the
consecutive inputs. However, if this property was missing from the nature of the inputs, the
method is expected to cause an overhead instead. Therefore, it is not recommended for use in
multi-dimensional inputs where neighboring does not exhibit similarities, such as independent
features that were reshaped into a different dimension and inputs like texture where a lot of
variances are expected to be found within the same region. Furthermore, to decrease the effect

on accuracy, retraining is recommended for future work.
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CHAPTER 5. Conclusions and Future Work

5.1 Summary of Contributions

The proposed SLID method exploits the input data spatial locality to reduce memory and
computation operations to achieve efficient CNN for inference on a pre-trained network. The
computational data reuse of the proposed work was analyzed for CNN to examine the tradeoffs
between the accuracy and the savings on MAC operations with different layers. SLID
computational reuse leverages the similarity of CNN's consecutive inputs to save approximately
half of the MAC operations without the need for clustering and quantizing the inputs. The
computational data reuse was tested on a different variation of layers using three CNNs with
distinct input sizes and depths: LeNet, CIFAR-10, and AlexNet. The computational data reuse
saves up to 34.9%, 49.84%, and 31.5% of MAC operations while resulting in 8%, 3.7%, and
5.0% accuracy loss, respectively. The analysis results show that a larger savings of MAC

operations can still be achieved while maintaining the accuracy within 8-4% loss range.

On the other hand, chapter 4 demonstrates the use of statistical analysis of data for
convolutional layers using training samples to identify avoidable computation during the
inference stage. This approach was applied to LeNet, CIFAR-10, and AlexNet and was found
to provide savings of 26.2%, 31.9%, and 32.0% while impacting the accuracy by 1.9%, 1.6%,

and 6.6% for the three mentioned models, respectively.

5.2 Future work

In future work, different use of the threshold can be used to predict the similarity of outputs.
Furthermore, the method can be tested on different structures to get a broader understanding of
its efficacy. The window in which the reuse potential is looked for in inputs can be extended in
multiple dimensions to further increase the reuse potential. In addition, future work can include
automating the flow of exploring the tradeoffs between accuracy, latency, and power saving

would get the proposed method more to real physical applications.

Moreover, the effects of the method on accuracy when VMM is realized with new emerging
hardware, such as RRAM, could be further investigated by employing it on different networks

and simulation platforms.
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Appendices

Model’s Structure

LeNet:
o Input layer: 28x28 map
o Convl (convolutional) layer: 20x24x24 output map, 5x5 kernel, 1 stride
o Pooll (pooling) layer: max pooling, 20x12x12 output map, 2x2 kernel, 2 strides
o Conv2 (convolutional) layer: 50x8x8 output map, 5x5 kernel, 1 stride
o Pool2 (pooling) layer: max pooling, 50x4x4 output map, 2x2 kernel, 2 strides
o Fully connected layer 1: 500 outputs, ReL U activation
o Fully concocted layer 2: 10 outputs, Softmax activation
CIFAR-10
o Input layer: 3x32x32 map
o Convl (convolutional) layer: 32x32x32 output map, 5x5 kernel, 1 stride, 2 padding
o Pooll (pooling) layer: max pooling, 32x16x16 output map, 2x2 kernel, 2 strides, ReLU
activation
o Conv2 (convolutional) layer: 32x16x16 output map, 5x5 kernel, 1 stride, 2 padding,
ReLU activation
o Pool2 (pooling) layer: max pooling, 32x8x8 output map, 3x3 kernel, 2 strides
o Conv3 (convolutional) layer: 64x8x8 output map, 5x5 kernel, 1 stride, 2 padding, ReLU
activation
o Conv3 (convolutional) layer: 64x8x8 output map, 5x5 kernel, 1 stride, 2 padding, ReLU
activation
o Pool3 (pooling) layer: max pooling, 64x4x4 output map, 3x3 kernel, 2 strides
o Fully connected layer: 10 outputs, SoftMax activation
AlexNet
o Input layer: 3x227x227 dimensions
o Convl (convolutional) layer: 96x55x55 output map, 11x11 kernel, 4 stride, ReLU

37

activation

Pooll (pooling) layer: max pooling, 96x27x27 output map, 5x5 kernel, 2 strides

Conv2 (convolutional) layer: 256x27x27 output map, 5x5 kernel, 1 stride, 2 padding, 2
group, ReLU activation

Pool2 (pooling) layer: max pooling, 256x13x13 output map, 3x3 kernel, 2 strides
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onv3 (convolutional) layer: 384x13x13 output map, 3x3 kernel, 1 stride, 1 padding,
ReLU activation

Conv4 (convolutional) layer: 384x13x13 output map, 3x3 kernel, 1 stride, 1 padding, 2
group, ReLU activation

Conv5 (convolutional) layer: 384x13x13 output map, 3x3 kernel, 1 stride, 1 padding, 2
group, ReLU activation

Pool5 (pooling) layer: max pooling, 384x6x6 output map, 3x3 kernel, 2 strides

Fully connected layer 1: 4096 outputs, ReL U activation

Fully connected layer 2: 4096 outputs, ReL U activation

Fully connected layer 3: 1000 outputs, Softmax activation

Input layer: 3x224x224 dimensions

Convl_1 (convolutional) layer: 64x224x224 output map, 3x3 kernel, 1 stride, ReLU
activation

Convl_2 (convolutional) layer: 64x224x224 output map, 3x3 kernel, 1 stride, ReLU
activation

Pooll (pooling) layer: max pooling, 64x112x112 output map, 2x2 kernel, 2 strides
Conv2_1 (convolutional) layer: 128x112x112 output map, 3x3 kernel, 1 stride, ReLU
activation

Conv2_2 (convolutional) layer: 128x112x112 output map, 3x3 kernel, 1 stride, ReLU
activation

Pool2 (pooling) layer: max pooling, 128x56x56 output map, 2x2 kernel, 2 strides
Conv3_1 (convolutional) layer: 256x56x56 output map, 3x3 kernel, 1 stride, 1 padding,
ReLU activation

Conv3_2 (convolutional) layer: 256x56x56 output map, 3x3 kernel, 1 stride, 1 padding,
ReLU activation

Conv3_3 (convolutional) layer: 256x56x56 output map, 3x3 kernel, 1 stride, 1 padding,
ReLU activation

Pool3 (pooling) layer: max pooling, 256x28x28 output map, 2x2 kernel, 2 strides
Conv4_1 (convolutional) layer: 512x28x28 output map, 3x3 kernel, 1 stride, ReLU
activation

Conv4_2 (convolutional) layer: 512x28x28 output map, 3x3 kernel, 1 stride, ReLU

activation
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Conv4_3 (convolutional) layer: 512x28x28 output map, 3x3 kernel, 1 stride, ReLU
activation

Pool4 (pooling) layer: max pooling, 512x14x14 output map, 2x2 kernel, 2 strides
Conv5_1 (convolutional) layer: 512x14x14 output map, 3x3 kernel, 1 stride, 1 padding,
2 group, ReL.U activation

Conv5_2 (convolutional) layer: 512x14x14 output map, 3x3 kernel, 1 stride, 1 padding,
2 group, ReLU activation

Convb_3 (convolutional) layer: 512x14x14 output map, 3x3 kernel, 1 stride, 1 padding,
2 group, ReLU activation

Pool5 (pooling) layer: max pooling, 512x7x7 output map, 2x2 kernel, 2 strides

Fully connected layer 1: 4096 outputs, ReL U activation

Fully connected layer 2: 4096 outputs, ReLU activation

Fully connected layer 3: 1000 outputs, Softmax activation
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